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Disclaimer 
Presentation Disclaimer: All opinions, judgments, recommendations, etc. 
that are presented herein are the opinions of the presenter of the material 
and do not necessarily reflect the opinions of the PCI-SIG®. 
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Agenda  
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ÁTypes of Clustering 

ÁPCI Express Platform Evolution 

ÁShared IO using Non-Transparent bridging 

ÁPCI Express clustering using Ethernet, Network Direct 
and Sockets Direct 

ÁCase study  

ÁSummary 
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Why use PCI Express in 
Clustering and I/O Sharing? 

Á Interconnect is ubiquitous and has a well developed 
ecosystem 

V800+ vendors providing low cost devices, connectors, cables  

ÁPCI Express standard has seen continuous development  

VPCIe 1.x – 2.5Gbps (2002) – 24 GB/s of throughput on 96 lanes 

VPCIe 2.x – 5Gbps (2006) – 48 GB/s of throughput  

VPCIe 3.0 – 8Gbps (2010) – 96 GB/s of throughput  

VPCIe 4.0 – Will Happen 

ÁPCIe 3.0 products have started rolling out across the 
industry 
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PCI Express in Clusters  
Á Clusters being built using commodity off the shelf parts 

V Multiple data centers have this model perfected 

Á Clusters range from single node to thousands of nodes 

V A large cluster can be built as an aggregate of many mini clusters 

V PCI Express is an ideal fit for 100s of nodes (mini cluster) 

V Further scalability can be achieved by gateways to Ethernet  

Á Within a rack or between few racks PCIe scales efficiently 

Á Low power and very cost effective  

V De-facto I/O interconnect on 90% of the CPUs/Chipsets 

V Avoid the overhead of bridging to and from multiple protocols 

V Wide spread PCIe deployment enables lower cost hardware   

Á Software compatibility being addressed by standardizing to the 
same API used by Ethernet or Infiniband  
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PCI Express Platform  
Evolution 

ÁCurrent Interconnect Technology 
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PCI Express Platform  
Evolution 

ÁSharing IO through PCIe Fabric 
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PCI Express Platform  
Evolution 

ÁHost to Host IPC through PCIe Fabric 
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PCIe Transition From 
Board to Box 

Á PCIe Benefits 

V High level of integration 

ï Results in low cost 

V Primary interface to CPU 

ï Less bridging to other 
protocols 

V Continual Performance 

ï PCIe 3.0 for added 
bandwidth 

ï Virtualization support 

In the box On the Backplane Out of the box 
And beyond with Shared I/O… 

Pow erEdge
2970

Pow erEdge
2970

Pow erEdge
2970

PCIe

Switch

Pow erEdge
2970

FC

10GE

PCI Express Ethernet Infiniband 

Protocol Efficiency 

(Payload=256B) 
93% 86% 88% 

End-to-End Latency ~1μs ~10 to 30μs ~1μs to 2μs 

Memory-to-Memory 

transfers between 

hosts 

Yes through NT No No 

Cost per Port (Approx) 
HBA:  < $100 

Switch: < $200 

HBA ≈ $490 

Switch ≈ $450 

HBA ≈ $390 

Switch ≈ $420 

Power (Typical) 

16-Serdes for HBA 

96-Serdes for Switch 

HBA:  ≈ 2W 

Switch: ≈ 10W 

HBA ≈ 5.5W 

Switch ≈ 36W 

HBA ≈ 9 W 

Switch ≈ 34W 
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Building Blocks for PCI 
Express Server Connectivity 

ÁPCI Express Repeater 

VLow Power, Low Cost 

ÁCabling 

ViPass™ cables 

VOptical modules/cables 

 

ÁPCI Express Switch (System) 
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PLX Ecosystem - PEX 87xx 
Repeater 

Á Non Transparent  

Á SSC Isolation 

Á DMA 

Á Power supply LEDs 

Á Status/Error LEDs 

Á Drives passive/active Copper 
and Fiber cables 

PCIe Edge Connector 

iPass™ Connector 

PCIe Repeater  

Full height bracket  

1V   2.5V  Fatal Err  

Link 

Status  

PEX 87xx  

NT 

Half height 

card 
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Reference PCI Express  
External Switch 
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PCI Express Cluster –    
Sample Topology   
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Multi-Host Sharing of SR-IOV  

ÁIf we want to do something today how can we 
overcome the lack of MR-IOV devices available? 

VMake use of NT and SR-IOV endpoints (EP) 

ïThis requires modifications to the SR-IOV endpoint drivers 
but: 

ÅProven technology 

ÅDemo already created 

ÅVideo of this on You Tube 

VUse NT to isolate hosts from the SR-IOV EP 

VCreate new driver, loaded when it sees the NT link 
port 

VManagement host searches for NT links and sets up 
resources/VF‟s appropriately 
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Shared IO Using NT 

ÁPF and VF0 Ą Management Host 

ÁVF1 Ą Host 1; VF2 Ą Host 2 
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Example Shared IO HW 
Architecture 

ÁFour PCIe Servers 

V One acts as management host 

ÁOne PEX 8696 Switch 

ÁLinux Fedora on all servers 

ÁTwo SR-IOV 10GbE adapters 

V First is the shared gateway  

V Second  is the “outside world” 
(Ethernet switch) 

ÁModified NIC drivers 

V Provides Shared IO functionality 

6 7 8

PCIe 
Switch  

Server A  

Server B  

Server C  

Server D  

Server A

10GE

Server B
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8609 NT

PEX 
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Server Cluster Ethernet Switch
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Memory Translation Across NT 

ÁAll memory accesses are mapped and 
translated  

VIncluding MSI interrupts and NIC DMA transfers 

Neterion NIC 

Function BAR 2

Management Host 

Address Space

Neterion NIC 

Function BAR 0

NonTransparent 

Function BAR 2

NonTransparent 

Function BAR 3

Local Host 

Address 

Domain

Management 

Host Address 

Domain

Local Host Address Space
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Data Movement Model 
ÁServer A (manager) loads NIC driver and NT-NIC link 

driver 

ÁServer B and Server loads NT-NIC virtual driver which 
allows visibility to a different Virtual Function on the 
Ethernet NIC 

ÁThe Ethernet NIC shares its resources between Servers 
A, B and C 

V Including DMA controllers for moving data 

Server A

10GE

Server B

PEX 
8609 NT

PEX 
8618

Server C

PEX 
8615 NT

Server D

10GE

PEX 
8696

x4; Gen2x4; Gen2

x8; Gen1

Shared IO

Server Cluster Ethernet Switch
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Benchmarks 

ÁResults explanation as follows 

VNative 

ïDirect connection between NICs  

ïThis value is the target for the shared IO setup 

VServer B (Shared) or Server C (Shared) 

ïServer B or Server C (one at a time) initiates an Ethernet 
transfer through the NT port to the Ethernet target 

VServer A & B (Shared) 

ïBoth Servers initiate an Ethernet transfer across the NT port 
using the same shared IO device 

Ethernet 
Server A 

(native) 

Server B 

(Shared) 

Server C 

(Shared) 

Server A & B 

(Shared) 

Throughput 9.85 Gbps 7 Gbps 7 Gbps 
4.7 Gbps 

each 
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PCI Express As A Fabric 

ÁNon-transparency (NT) added to a PCIe switch provides: 

VDomain separation of 2 connected systems 

VA means of communication through shared memory windows 
exposed through NT 

VSharing of IO devices by mapping the device bars to a NT end 
point ** 

ÁAdding DMA engines to NT: 

V Improves efficiency/performance 

ÁThese enable PCIe with NT to be a fabric „outside the 
box‟ 

** With additional software 
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PCIe Fabric – Software 
Components 

ÁHost communication software 
ïEthernet over PCIe NT/DMA 

ïProprietary/Open messaging software built on PCIe  

ïHot-plug control for IO sharing 

ïPseudo-PF driver for shared SR-IOV VF groups 

ÁManagement software for the switch 
ïDiscovery, Enumeration, Link management 

ïManagement of Host to host communication 

ïIO sharing 

ÅManagement of shared IO allocation to host ports 

ÅPseudo-PF driver and hot-plug control plane 
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Host Communication Model 

End point system 1

PLX8609/ 8619 RDK
System memory 

for receive 
Window

Transmit Window

NT Virtual EP

NT Link EP

Address 
Lookup Table

Address 
Lookup Table

GLOBAL 
SPACE
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Á PLX driver for the DMA VF presents a logical NIC interface per port 
to TCP/IP stack 

V Encapsulates Ethernet packets in PCIe TLP payloads 

V Bus/Device/Function of NT port – part of the MAC address and used for 
routing 

V Uses posted writes or DMA for efficient use of PCI express NT mode 

V Configurable MTU (Min: 576 Max: 48k) 

V PCIe 2.x: uses memory windows exposed through the NT ports for 
transmits 

Á Presents Ethernet standard MIBS-II statistics 

Á Standard management tools such as ethtool, ifconfig, (and other 
network management GUI tools), SNMP tools, network monitoring 
tools.wireshark etc. work 

Host to Host - 
Ethernet over PCIe 
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MS-MPI/MPICH2 apps 

MS-MPI Library 

PLX Network Direct Provider Library 

 
 

TCP/IP Stack 

PLX Miniport I/F PLX ND Access 

Layer PLX Hardware Access Layer Driver 

Network Direct API 

User mode 

Kernel mode 

Windows Network Direct Stack 

Copyright © 2011, PCI-SIG, All Rights Reserved 27 



PCI-SIG Developers Conference Copyright © 2011, PCI-SIG, All Rights Reserved 28 

Agenda  

ÁWhy use PCIe® for clustering and I/O Sharing 

ÁTypes of Clustering 

ÁPCI Express Platform Evolution 

ÁShared IO using Non-Transparent bridging 

ÁPCI Express clustering using Ethernet, Network Direct 
and Sockets Direct 

ÁCase study  

ÁSummary 

 



PCI-SIG Developers Conference 

Case Study 

Á2 Storage Servers Interconnect using PLX PCI 
Express 2.x Switch 

ÁOptions Considered 

V10G Ethernet 

VInfiniband 

ÁBoth were expensive and consumed more 
power 

ÁPCI Express was used by tunneling Ethernet 
over PCIe 
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Case Study - Continued 

ÁExisting Solution 

VUse 1 Gig Ethernet for host-to-host connectivity 
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Storage 
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Server-2 
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Case Study - Continued 

ÁEthernet over PCIe 2.x x8  provided: 

V~40 million 64 byte Random writes/sec ! 

VIperf – 21Gbps throughput 

V> 6x 10 Gb Ethernet 

VFractional Power of Ethernet adapter 

VFractional Cost of Ethernet 
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Storage 
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PCIe Value Proposition 
ÁUnified fabric for Clustering and Shared I/O 

VCommunicate with I/O devices directly with PCIe 

VRemoves latency penalty for bridging to other protocols 

VPCIe connection throughout system 
 

ÁAdditional Benefits for PCIe 

VLow Power: 2.0 W Typical for 16-Lane device 

VLow Cost: Adapter Card ≈ $200 

VHigh Performance 

ï32-Gbps with x4 PCIe 3.0 

ï64-Gbps with x8 PCIe 3.0 

VLower device and system latency: 140ns device; 2us system 
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Summary  

ÁPCI Express has been widely deployed  

ÁKey enhancements have enabled it to expand beyond 
fan-out  

ÁCost effective I/O interconnect  

ÁHigh Performance Computing can leverage the standard 

ÁSoftware deployment is key for wide scale usage 

Á Ideal fit for chassis and rack interconnect  

ÁAs 10G infrastructure rolls out, PCIe keeps costs 
reasonable 
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 Thank you for attending the  
PCI-SIG Developers Conference 2011. 

 

 

 For more information please go to 
www.pcisig.com 


