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Disclaimer
Presentation Disclaimer: All opinions, judgments, recommendations, etc. 
that are presented herein are the opinions of the presenter of the material 
and do not necessarily reflect the opinions of the PCI-SIG®.
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ÁPCI Express®ïHost interconnect challenges

ÁOvercoming standard PCI Express host interconnect 
issues
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ÁShared IO using Non-Transparent bridging

ÁPCI Express Native clustering

ÁPCI Express clustering using Ethernet, Network Direct 
and Sockets Direct

ÁCase studies 

ÁSummary
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Why use PCI Express in 
Clustering

Á Interconnect is ubiquitous and has a well developed 
ecosystem

V800+ vendors providing low cost devices, connectors, cables 

ÁPCI Express standard has seen continuous development 

VPCIe 1.x ï2.5Gbps (2002) ï24 GB/s of throughput on 96 lanes

VPCIe 2.x ï5Gbps (2006) ï48 GB/s of throughput 

VPCIe 3.0 ï8Gbps (2010) ï96 GB/s of throughput 

VPCIe 4.0 ïWill Happen

ÁPCIe 3.0 products have started rolling out across the 
industry
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PCI Express in Clusters 
Á Clusters being built using commodity off the shelf parts

V Multiple data centers have this model perfected

Á Clusters range from single node to thousands of nodes

V A large cluster can be built as an aggregate of many mini clusters

V PCI Express is an ideal fit for 100s of nodes (mini cluster)

V Further scalability can be achieved by gateways to Ethernet 

Á Within a rack or between few racks PCIe scales efficiently

Á Low power and very cost effective 

V De-facto I/O interconnect on 90% of the CPUs/Chipsets

V Avoid the overhead of bridging to and from multiple protocols

V Wide spread PCIe deployment enables lower cost hardware  

Á Software compatibility being addressed by standardizing to the 
same API used by Ethernet or Infiniband 
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Whatôs the Competition?

ÁPrimarily the competition is from the following:

VEthernet

ïVery well established

ïMany clustering topologies used

ïRelatively high cost above Gigabit Ethernet

ïVery high latency

ïHigh power (above Gigabit Ethernet)

ïNeeds additional adapter cards above Gigabit Ethernet

V Infiniband

ïEstablished in Supercomputing systems

ïDriver model exists

ïVery Expensive

ïNot as widely available as Ethernet and PCIe

ïRequires additional adapter cards
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Current Cluster Architectures
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ÅMultiple Protocols to Manage

ÅDedicated IO Interface Cards

ÅEach server has its own cluster 

and storage adapters

ÅHigher power consumption

ÅHigher overall cost
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Clustering Using PCIe

ÁShared memory model using a Non-Transparent  
PCIe port

VRemoves the latency penalty for bridging to other 
protocols

ÁHigh bandwidth connections between hosts

VPCIe 2.x or PCIe 3.0 with x4 or x8

VIntegrated DMA

ÁCommunicate with I/O devices directly with PCIe

VPCIe integrated in CPUs and chipsets
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Clustering Using PCIe
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PCIe Transition From 
Board to Box

Á PCIe Benefits

V High level of integration

ï Results in low cost

V Primary interface to CPU

ï Less bridging to other 
protocols

V Continual Performance

ï PCIe 3.0 for added 
bandwidth

ï Virtualization support
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And beyond with Shared I/Oé
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Protocol Efficiency 

(Payload=256B)
93% 86% 88%

End-to-End Latency ~1ɛs ~10 to 30ɛs~1ɛs to 2ɛs

Memory-to-Memory 
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hosts
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Cost per Port (Approx)
HBA:  < $100

Switch: < $200

HBA å $490

Switch å $450

HBA å $390

Switch å $420

Power (Typical)

16-Serdes for HBA

96-Serdes for Switch

HBA:  å 2W

Switch: å 10W

HBA å 5.5W

Switch å 36W

HBA å 9 W

Switch å 34W
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Host to Host Interconnect 
Challenges

ÁStandard PCôs/Hosts without Non-Transparent 
ports

VMay connect together using crosslinks

ïOriginally included for Advanced Switching

ïSupported by many but not all devices/chip sets

ÁEnumeration issues

VConfiguration accesses must go downstream

ïCrosslinks by their nature have down to down links (or up to 
up links)

ïThis leads to Unsupported Requests during enumeration
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Crosslinks

Á The two downstream ports link up but enumeration is still an issue

1. Host A sends configuration access downstream out of switch A port 1

2. Switch B issues ñUnsupported Requestò as configuration access is 
entering a downstream port

3. Resulting error blue screens OS or confuses standard enumeration
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Crosslink Enumeration   
Issues continued

ÁAddress routing

VIdentical PCôs will lead to address routing issues

VEnumeration likely to end up the same

VUser needs to have more control over the memory map

Á ID routing

VSimilar Root complexes use the same ID

ïusually ID 0,0,0

VCompletion routed to wrong port/host

VBest case get errors/worst case fatal

VNeed to have control over Bus/Device/Function numbers

VTypically precludes most standard OSô

VRead completions extremely difficult to route ïtypically requires 
an intermediate switch to assist with routing
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Crosslink Routing Issues

Á Assume two identical systems where Host A reads from Host B memory

1. Host A sends read request out of switch A port 1 but Switch B routes read 
request out of port 1 as enumeration is identical

ï Base/limit registers of port 1 switch 1 are set to the same values as port1 switch 2

ï If the two port 1ôs were connected together an unsupported request would occur 

Á Assume we can modify memory map/base/limit registers

2. Read completion uses same ID as Host B = unsupported request when it 
enters the upstream port of switch B
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Host to Host REFCLK Issues

ÁSpread Spectrum Clocks

VMany hosts make use of SSC clocks

VPCIe specification does not cover devices on a link 
using different SSC clocks and devices have no 
native method of supporting this

VPCIe specification does cover asynchronous clocking 
using non-SSC clocks

VUsually possible to disable SSC in the BIOS

VCK505ôs and other clocks often start in SSC then 
switch to non-SSC under control of the BIOS

ïCan lead to link issues
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Spread Spectrum Clock Issues
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Crosslink Software Support

ÁSoftware support

VNo native drivers

VGiven enumeration issues and routing issues

ïStandard OS enumeration has to be modified

ïMemory map requires more control

VNo obvious way of doing mailboxes and doorbells

VNo obvious way of generating interrupts

ïStandard P2P drivers do not have hooks for interrupts

ÁSummary

VMay be okay for embedded systems

VOverall tricky to implement using standard OS and hardware

VNot very scalable
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Overcoming Standard 
Host Issues

ÁCrosslinks not supported

VUse Non-transparent port

ÁEnumeration, memory mapping and Completion 
routing

VUse Non-transparent port

ÁSSC issues

VUse SSC isolation

ÁSoftware

VUse Non-transparent port

VLoad drivers using standard methods
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Non-Transparency
Á One or more Ports on a Switch are 

designated as Non-Transparent 
Port(s)

Á Isolates the hosts

V Endpoints mapping to different 
memory space on 2 hosts (CPUs)

V Inter-processor communication  
through mailbox & doorbell 
registers

V Capable of configuring both Virtual-
side and Link-side registers

Á Applications

V Dual-host/Multi-host

V Host-Failover/Redundant Systems

V ...and Intelligent I/O Modules

V Clustering
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